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Abstract

We introduce a robust probabilistic L1-PCA model in which the conven-

tional Gaussian distribution for the noise in the observed data was replaced

by the Laplacian distribution (or L1 distribution). Due to the heavy tail

characteristics of the L1 distribution, the proposed model is supposed to be

more robust against data outliers. In this paper, we demonstrate how a vari-

ational approximation scheme enables effective inference of key parameters

in the probabilistic L1 PCA model. As the L1 density can be expanded

as a superposition of infinite number of Gaussian densities, we express the

L1 PCA model as a marginalized model over the superpositions. By doing

so, a tractable Bayesian inference can be achieved based on the variational

EM-type algorithm.
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1 Introduction

The Gaussian distribution is the most favorite assumption for modeling uncertainty in

many research areas such as pattern recognition, computer vision, data clustering and

interpretation problems. The approach is perhaps motivated by physical knowledge of

the system of interest or via appeal to the central limit theorem. However, even when

such justification is absent, the Gaussian remains a popular choice due to its attractive

analytical properties. For example, log likelihoods are often quadratic in parameters

of interest which facilitates optimization, and a Gaussian prior can be combined with a

Gaussian likelihood analytically in Bayesian inference. However if the underlying process

generating the data set is not controlled by a Gaussian, then the model based on the

Gaussian assumption favors a Gaussian estimate which may interpret the data set in

a misleading way. This results in a wrong model for the data set especially when the

possible outliers exist in the data set.

Principal component analysis (PCA) (Jolliffe, 2002) is a widely-used method for many

kinds of tasks such as dimensionality reduction and denoising data. When data points

lie on a linear or nearly-linear low-dimensional manifold embedded in a high dimension

space, theoretically the low-dimensional structure of data can be effectively captured by a

linear subspace spanned by the principal PCA directions. In many real life data analysis

and modelling problems, measurements or observed data often actually lie in a lower

dimensional subspace within the original high dimensional data space. Finding such a

subspace, especially the linear subspace, has many important applications. For example,

in the application of face detection, all the face images are supposed to lie in a lower
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dimensional subspace spanned by the so-called eigenfaces in the facial space. PCA is

applied to determine the eigenfaces in the learning procedure (Turk and Pentland, 1991).

In computer vision, the problems such as Structure from Motion (SFM) (Tomasi and

Kanade, 1992), motion estimation (Irani, 1999), layer extraction (Ke and Kanade, 2001),

and object tracking (Black and Jepson, 1996), can also be solved by using the PCA as a

basic tool. Also the PCA is used as a pre-processing step in many data applications.

For real life data that contains noise, the conventional PCA may only be approx-

imated because the PCA is a noise-free model. To combat possible noise in the ob-

served data, Tipping and Bishop (1999b) proposed a probabilistic model for PCA, called

PPCA which assumes a Gaussian noise model. The resulted model can be easily solved

by the maximum likelihood estimation (MLE) for the model parameters. Defining a

proper probabilistic (or density) model has a number of significant advantages. Firstly,

the associated likelihood measure allows one to compare PPCA with other probabilistic

techniques. Secondly, it opens the door for one to handle missing data or to construct

mixtures of PPCA, see (Tipping and Bishop, 1999a; Verbeek et al., 2004; Verbeek, 2006).

The mixture of PPCA is important as it enables one to model non-linear relationships

by aligning a collection of such local models. Finally, although a direct maximization

procedure of the data likelihood under the mixture probabilistic models is not always

possible, local maxima of the likelihood function can in general be found by means of the

EM algorithm (Dempster et al., 1977; Neal and Hinton, 1998).

In the standard PPCA model, the noise process in the observed data is supposed

to be a Gaussian distribution with 0 mean and an isotropic covariance. PPCA can be

considered as the special case of the standard Factor Analysis (FA) model where the
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noise process is supposed to be a Gaussian distribution with 0 mean and a diagonal

covariance. Furthermore generative models for mixture of PPCA (Verbeek, 2006) and

FA (Ghahramani and Beal, 2000) were introduced and applied in many areas.

However, PPCA, FA and their mixture counterparts have severe limitations in prac-

tice. They all are based on Gaussian density assumptions, particularly for the likelihood

or noise process. It is clear that not all real-world data sets can be modelled well by

Gaussian distributions. In particular, constraining a model to Gaussian assumption

whose tails rapidly decay is a well-characterized disadvantage when the true underlying

distribution is heavy-tailed (has high kurtosis) or when there exist outliers in the data

set. In such cases, it is obviously more appropriate to assume a heavy-tailed distribution

within the analysis, but this assumption raises significant difficulties in tractability.

The Student-t distribution is one of heavy-tailed distributions. In fact, the Student-t

distribution is a heavy-tailed generalization of the Gaussian distribution. Compared with

Gaussian distributions, using Student-t distributions for the model significantly increases

the robustness of the model. Such kind of work has already been done by a number of

researchers under different assumptions and different algorithm implementations. To the

author’s best knowledge, the first work regarding robust PCA algorithm was done by

Ruymagaart (1981) and an application of robust PCA in computer vision was given by

de la Torre and Black (2001). An earlier survey regarding the robust PCA can be found

in (de la Torre and Black, 2003). Under the assumption of the Student-t distribution,

the related research includes mixture of Student-t models (Peel and McLachlan, 2000),

which actually is a generalized mixture of Gaussian model without considering subspace

structures, and more recent work such as robust subspace mixture model (Ridder and
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Franc, 2003), in which both the likelihood and the latent variables were supposed to be

the Student-t distribution and the EM algorithm was applied to the model; robust gen-

erative subspace models (Khan and Dellaert, 2004), in which the Student-t distribution

is expressed in an infinite superposition of Gaussian distribution; robust projections (Ar-

chambeau et al., 2006), in which the authors considered the robust PPCA and PCCA al-

gorithms; and robust Bayesian interpolation and independent component analysis (ICA)

(Tipping and Lawrence, 2005). Most recently Archambeau (2005) discussed the robust

models in the context of finite mixture models.

The purpose of using the Student-t distribution is to deploy a robust statistical

model. The same goal can be achieved by another approach which instead uses the

so-called centered Laplacian distribution (or L1 distribution or the least absolute de-

viance). The L1 distribution is much less sensitive to outliers compared to the Gaussian

density. The approach of using the L1 distribution originates from LASSO (Tibshirani,

1996), and has caught some interest in machine learning (Ng, 2004) and statistics. Be-

sides the robustness against outliers context, L1 distribution assumption is also used

as a penalty/regularization term on model parameters to enforce sparsity, or parame-

ter/feature selection, such as sparse PCA (Jolliffe, 2002; Zou et al., 2004), and logistic

regression (Ng, 2004).

In early 1996, Baccini et al. (1996) proposed the first L1-PCA model. A PCA based

on Gini’s mean absolute differences is introduced in order to obtain heuristic estimates

of L1 model. The resulted PCA is connected to the canonical correlation analysis of

the original data. By replacing L2-norm (associated with a Gaussian assumption) with

L1-norm (associated with L1 distribution assumption), Ke and Kanade (2005) proposed
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a matrix factorization algorithm which can handle outliers and missing data. It was

shown that the proposed approach outperforms other approaches (including IRLS) for

both synthetic and real data. Similar to (Ke and Kanade, 2005), the so-called R1-norm

(a modified L1-norm) was employed in the matrix factorization algorithm in the context

of PCA (Ding et al., 2006). The common point shared by all the above research work is to

replace L2-norm or Gaussian likelihood density with L1-norm or Laplacian likelihood and

then to solve a matrix factorization problem by using the maximum likelihood algorithms.

They lack of a mechanism to handle the choice of the hyperparameters in the models.

This paper is concerned with the generative modelling for L1-PCA by using Bayesian

learning and inference approaches. In our approach, we expand the Laplacian distribution

as a superposition of infinite number of Gaussian distributions so that the underlying

generative modelling can be handled by variational EM-type algorithms. The same

approach was firstly used in our work on support vector regression problem, see (Gao

et al., 2002). The approach is also closely related to the work (Tipping and Lawrence,

2005) regarding the Student-t distribution models.

In the next section, we describe an important property of the centered Laplacian

distribution and the probabilistic L1-PCA model. Then, in Section 3, we show how

the proposed L1-PCA model can be solved by the variational Bayesian technique and

derive the variational EM-type algorithm for the model. In Section 4, we present the

experimental results to evaluate the presented methods. Finally, in Section 5, we present

our conclusions.
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2 L1-PCA Model

Let Y = {yi : i = 1, 2, . . . , N} be N independently identical random variables with

values in RD. The model we consider assumes that each yi = (yi1, yi2, ..., yiD)> can be

additively decomposed as a linear latent variable model and noise given by

yi = µ + Wxi + εi (2.1)

where µ is the mean of the data Y , xi = (xi1, xi2, ..., xid)
> ∈ Rd is the d-dimensional

vector of latent variables, the D × d matrix W is called the loading factor, and εi is a

vector of additive noise with E[εi] = 0 and Covar[εi] = 2σ2ID.

Without loss of the generality, we suppose µ = 0 throughout the paper. Assuming

a normal distribution N (εij|0, 2σ2) for each of D error components εij (j = 1, 2, ..., D),

the model (2.1) leads to the standard probabilistic PCA (Tipping and Bishop, 1999b).

A well-known limitation of the Gaussian noise model is that it is not robust to the

outliers in the observed data, and the accuracy of the linear latent variable model can

be significantly compromised. The outliers perhaps represent corrupted observations or

genuine samples from a heavy-tailed noise process. To cope with outliers in the data

set, many people proposed Bayesian inference procedure by introducing a prior on the

precision of the Gaussian, β = 1
2ε2

, defined by a Gamma distribution

p(β|a, b) = Γ(β|a, b) =
ba

Γ(a)
βa−1 exp(−bβ)

whose mean E(β) = a/b and the variance var(β) = a/b2.

The above hierarchical specification leads to the so-called Student-t robust PCA mod-

els, see (Peel and McLachlan, 2000; Khan and Dellaert, 2004; Tipping and Lawrence,
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2005; Archambeau et al., 2006).

When the data contain outliers, a learning algorithm that estimates the model pa-

rameters must either eliminate outliers from the data before modelling, or model the

outliers explicitly. The Student-t PCA takes the latter approach in which a mixture of

infinite number of Gaussian is used to model possible outliers in the data set. One of

other favorite heavy-tailed distributions is the Laplacian distribution. To introduce a

L1-PCA, we consider that the error component εij are independent and identically dis-

tributed according to a centered Laplacian distribution whose density function is given

by

p(ε|σ) =
1

2σ
exp

{
− 1

σ
|ε|

}
. (2.2)

Based on (2.2), the joint distribution of all the components of εi can be written as,

due to the independence,

pL1(εi|σ) =
1

(2σ)D
exp

{
− 1

σ
|εi|1

}
, (2.3)

where |εi|1 = |εi1|+ |εi2|+ · · ·+ |εiD|.

To develop a generative Bayesian model, we further suppose a prior on the latent

variable

p(xi) = N (xi|0, λ−1Id) =

(
λ

2π

)d/2

exp

{
−λ

2
x>i xi

}
, (2.4)

where the precision λ will be set to a fixed value λ = 1 as we are not going to specify

any scale on W .1

1We are grateful to one of anonymous reviewers who pointed out this.
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For the sake of the simplicity, we impose a prior on ρ = 1
σ2 instead of directly on σ in

(2.3). The prior is given by

pσ(ρ) = Γ(ρ|aρ, bρ) =
b
aρ
ρ

Γ(aρ)
ρaρ−1 exp{−bρρ} (2.5)

Given the above specifications (2.3), (2.4) and (2.5), the joint distribution of the data

set Y = {yi}N
i=1, the latent variable X = {xi}N

i=1, the hidden parameters λ and σ is given

by

P (Y, X, σ|W ) =
N∏

i=1

pL1(yi −Wxi|σ)p(xi)pσ(ρ) (2.6)

Given the observation Y , we desire to compute the Bayesian posterior distribution

over all unknowns by applying Bayes’s rule

p(X, σ|Y, W ) =

∏N
i=1 pL1(yi −Wxi|σ)p(xi)pσ(ρ)

p(Y |W )
.

Unfortunately, we cannot compute the posterior analytically as the denominator p(Y |W )

necessitates an intractable integration due to the Laplacian distributions in the likelihood

assumption. Instead, in the next section, we adopt a variational approximation scheme.

In the above model construction, we consider W as normal parameters in the model

process. In fact, we may view W as random variables as well. The Bayesian methodology

requires a suitable choice of prior for W , and then proceeds to treat the parameters

as latent variables as well. A simple choice of prior would be a spherical Gaussian

distribution:

p(W |ν) =
D∏

j=1

N (wj|0, ν−1
j Id), (2.7)
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where wj is the jth row of the matrix W and ν = {ν1, ν2, ..., νD} and each νj has a prior

given by the Gamma distribution as follows,

p(νj) = Γ(νj|aνj
, bνj

) =
b
aνj
νj

Γ(aνj
)
ν

aνj−1

j exp{−bνj
νj}, (2.8)

where j = 1, 2, ..., D.

As we have specified a precision parameter on the component of W , the prior over

the latent variables xi would be specified as

p(xi) = N (xi|0, Id). (2.9)

Thus for the given observations Y another generative model can be defined as follows

P (Y, X,W, ν, σ) =
N∏

i=1

pL1(yi −Wxi|σ)p(xi)
D∏

j=1

N (wj|0, ν−1
j Id)p(νj)p(σ). (2.10)

Unfortunately marginalization of all the latent variables is intractable, i.e., no analyt-

ical forms available for p(Y ). If we wish to proceed, we need to turn to an approximate

method. We are going to look at the variational Bayesian inference method. But as an

example, we only work on the algorithm for the model (2.6). A similar deduction can

apply to the model (2.10).

3 Variational Approximation for L1-PCA

In order to introduce the variational learning method, the following notation is used :

X is the model hidden variables, Θ is the hidden variables of some hyperparameters

such as σ used in (2.6), and θ is the hyperparameters such as W used in (2.6). For the

given observation Y , maximising the likelihood p(Y |θ) as a function of θ is equivalent to
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maximising the log likelihood:

L(θ) = log p(Y |θ) = log

∫

X

∫

Θ

p(Y, X, Θ|θ)dXdΘ

Using any distribution Q(X, Θ), called variational distributions, over the hidden vari-

ables, we can obtain a lower bound on L:

log

∫

X

∫

Θ

p(Y, X, Θ|θ)dXdΘ ≥
∫

X

∫

Θ

Q(X, Θ) log p(Y, X, Θ|θ)dXdΘ

−
∫

X

∫

Θ

Q(X, Θ) log Q(X, Θ)dXdΘ , F(Q(X, Θ), θ).

The quantity F(Q(X, Θ), θ) is referred to as the negative free energy in statistical physics

and can be considered to be a lower bound of L. When Q(X, Θ) is equal to the joint

posterior of X and Θ given the data set Y , viz. p(X, Θ|Y, θ), then

F(Q(X, Θ), θ) = L(θ).

The difference between this lower bound F(Q(X, Θ), θ) and the log likelihood L(θ)

is the KL-divergence between the true and approximating posteriors. The Bayesian

variational algorithm is a two-step procedure which alternates between maximising F

with respect to the distribution Q and the parameters θ. In each step, it holds the other

fixed:

• Approximate E-step: With variational parameters fixed at θ, update the variational

distribution Q to maximise F(Q, θ).

• M-step: With the variational distribution fixed at Q, update the variational para-

meters θ to maximise F̂ (θ) = F(Q, θ).
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These steps are iterated as necessary and are analogous to the Expectation (E) and

Maximization (M) steps of the EM algorithm. In general, in the approximate E-step,

the parameters of the variational distribution (or directly the variational distribution

functions) are updated and in the M-step the parameters of the probabilistic model are

updated. The M-step is identical to that of the EM algorithm, however, in variational

learning the exact E-step of the EM algorithm is replaced with an approximate E-step

where the Kullback-Leibler divergence is minimised. Finally, the resulting distribution

Q(X, Θ) will be taken as an approximation to the true posterior p(X, Θ|Y, θ). In im-

plementation, a basic simple stage is to separate the dependence between the hidden

variables X and Θ, that is, to assume that Q(X, Θ) = Q(X)Q(Θ).

There are still several difficulties when applying the above Bayesian variational opti-

mization to the L1-PCA model (2.6) . In the model, the Laplacian likelihood makes it

hard to find or define a good approximation to the posterior of X. Fortunately the Lapla-

cian likelihood (2.2) can be expanded as a superposition of infinite number of Gaussian

distribution given by the following relation (Pontil et al., 1998)

p(ε|σ) =

∫ ∞

0

√
β

2πσ2
exp

{
− β

2σ2
ε2

}
η(β)dβ

with

η(β) =
1

2
β−2 exp

{
− 1

2β

}
(3.1)

Using this method, we introduce extra hidden variables β and convert the L1-PCA
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into an tractable Bayesian learning and inference problem. From (2.6) we have

p(Y |W ) =

∫

X

∫

β

∫

ρ

N∏
i=1

√
det βi

(2πσ2)D
exp

{
− 1

2σ2
(yi −Wxi)

>βi(yi −Wxi)

}

D∏
j=1

1

2
β−2

ij exp

{
− 1

2βij

} √
1

(2π)d
exp

{
−1

2
x>i xi

}
pσ(ρ)dXdβdρ

where βi = diag(βi1, βi2, ..., βiD) is a diagonal matrix.

To apply the variational approximation, take all the hidden variables (X, β and ρ)

as Θ, take W as the hyperparameter θ, and choose Q(X, β, ρ) = Q(X)Q(β)Q(ρ)

In order to simplify the notation in the variational algorithm, denote u the mean of u

with respect to the approximate posterior Q(u). For the L1 PCA model maximizing the

variational functional F with respect to Q(X), Q(β) and Q(ρ) results in the following

approximate distributions:

1. The best Q(X) (or Q(xi)) is a Gaussian given by

N (xi|xi, Σi)

where Σi = (Id + ρW>βiW )−1 and xi = ΣiρW>βiyi.

2. The best Q(β) (or Q(βij)) is the product of the distribution (3.1) and a Laplacian.

Denote by mij the jth diagonal element of the matrix (yi −Wxi)(yi −Wxi)
> +

WΣiW
>. Let λ = −1

2
, χ = 1 and ψij = ρmij, then actually the best Q(βij) is the

so-called Generalized Inverse Gaussian distribution defined by

Q(βij) = G(βij|λ, χ, ψij) =
(ψij/χ)λ/2

2Kλ(
√

χψij)
βλ−1

ij exp

{
−1

2
(χ/βij + ψijβij)

}

where Kλ(x) is the modified Bessel function of the second kind and it is easy to
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show

βij =

∫ ∞

0

βijQ(βij)dβij =
K1/2(

√
ρmij)√

ρmijK−1/2(
√

ρmij)
=

1√
ρmij

We have used the property Kλ = K−λ.

3. The best Q(ρ) is still a Gamma distribution Γ(ρ|aρ, bρ) but with the updated pa-

rameters

aρ = aρ +
ND

2

bρ = bρ +
1

2

N∑
i=1

[
(yi −Wxi)

>βi(yi −Wxi) + Tr(βiWΣiW
>)

]

4. In the M-step, the W can be optimized by

max
W

L(W ) = −ρ

2

N∑
i=1

[
(yi −Wxi)

>βi(yi −Wxi) + Tr(βiWΣiW
>)

]
+ const.

The above optimal problem can be decomposed into D linear least squares problems

in which the jth row wj of W is determined by

w>
j = (X>βjX + Σj)−1X>βjyj

where Σj =
N∑

i=1

βijΣi, βj = diag(β1j, β2j, ..., βNj) and yj consists of the jth com-

ponents of all the yi.

The above procedure has an intuitive interpretation: in the E-step we update one

of Q-distributions when keeping others fixed; in M-step we fix all the distributions over

the hidden variables and update the W by minimizing robust reconstruction error of the

data points.
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4 Experiments

In our experiments, for the Laplacian noise process, we choose aρ = 0.04 and bρ = 0.01,

so as to specify a mean of 0.5 for the prior over the standard derivation.

We then cycled through the Q-distribution updates, starting with Q(x). The initial

value for W is randomly chosen but according to the scale of the training data in our

implementation. The initial value for β is set to 1. For every three sets of updates for

all the distributions, we performed one update for W in the M-step.

We chose to terminate the iterative procedure when there is only little change occuring

at each update to the Q-distribution with a tolerance 10−6.

After the estimated W is obtained from the variational procedure, we apply the

singular value decomposition (SVD) to W = USV and define the column of U as the

principle components of L1-PCA.

4.1 Synthetic Data

We first demonstrate the performance of the algorithm on bivariate synthetic data. The

data set consists of 120 data, 100 of which were sampled from a Gaussian density with

mean µ = (0, 0)> and covariance Σ =




10 5

5 3


, and the other 20 regarded as corrupted

data were sampled from uniform distributions over the range of -10 to 30 along each

dimension. The data are shown in Figure 1(a).

Ideally we hope the extra 20 data won’t do much impact on the model as the majority

data come from a Gaussian. However it is clear from Figure 1(b) that the standard PCA

attempts to model the outlier data and incorrectly picks up the first principal component.
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The data points marked “cross” and “circle” are reconstructed from the first principal

components of the standard PCA and L1-PCA with d = 1, respectively. The direction

specified by the circled points is much closer to the true principal of the data than the

crossed data.

In the experiment, we also noted that the β value associated with the extra outliers

is significantly smaller than the β values for the other points. Taking β as an indicator

we may drop any possible outliers in the procedure.

4.2 Handwritten Digits

The real life application is also conducted to assess the stability of the L1-PCA against

the standard PCA. A subset of handwritten digits images is extracted from MNIST

database2. We chose 50 images of digit 5 as the training data. All images are in grayscale

and have a uniform size of 28×28 pixels. So the input data are in a very high dimensional

space, i.e., D = 784.

Apart from the 50 digit images, we added 6 additional corrupted images of digit 5.

The noise added is generated from a uniform distribution on the interval [10, 600] and

then the corrupted images are scaled to the standard gray levels from 0 to 255. The

corrupted images are shown in the first two rows in Figure 2. To use more outliers, we

added three digit 4s as shown in the third row of Figure 2.

In the implementation of the L1-PCA variational algorithm for this database, we took

the latent dimension d = 6 and the initial values for all the parameters were chosen in

2MNIST handwritten digits database is available at

http://yann.lecun.com/exdb/mnist.
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(a) Data set with 20 Outliers (uni-

form random noise in the interval

(−10 30) in each direction). The

data is drawn from a 2-dimensional

Gaussian distribution

−20 −10 0 10 20 30
−20

−10

0

10

20

30

(b) Reconstructed Data based on

the first Principal Components.

The circled data points are recon-

structed from the L1-PCA with d =

1 and the crossed data points are re-

constructed from the first principal

component picked up the standard

PCA. Due to the presence of the

outliers, the standard PCA incor-

rectly revealed the principal compo-

nents

Figure 1: The comparison of standard PCA and L1-PCA
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Figure 2: The added six noised digits and three digit 4s

the same way as that in the experiment for the 2-D synthetic dataset. However for the

number of iteration k, we tested a range of values between 20 to 100 and found that

k = 35 gave a better visual result. In fact, after 35 iterations, most of the parameter

values in Q distributions as well as the likelihood do not change much.

Comparison between PCA, PPCA and L1-PCA3: The comparison between the stan-

dard PCA, PPCA and L1-PCA are shown in Figure 3. Overall, the principal components

given by the L1-PCA algorithm are much stabler than those by the standard PCA and

PPCA algorithms. For example, the first principal components given by all the algo-

rithms are almost similar, however from the picture it is easy to see that a tiny noise

exists in the first component given by the standard PCA. Obviously the second principal

3PCA and PPCA are conducted by using Netlab

http://www.ncrg.aston.ac.uk/netlab/.
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components of both the standard PCA and PPCA captured much information of the

noise existed in the training data. The third principal components from the standard

PCA and PPCA look very interesting. It is quite clear (dark shadow in the third PCA

component) that the third outlier digit 4 was captured by this principal component. How-

ever all the principal components given by the L1-PCA algorithm ignored the outliers

and the algorithm is quite insensitive to outliers. Obviously the principal components

of the standard PCA and PPCA are significantly affected by the noises, in contrast, the

principal components defined by the L1-PCA behave much robustly.

We also noted that the values of β can be used as indicators for outliers. The mean

value of β components for corrupted digits is between 1.19 and 2.47 compared to that

around 230 for other images.

The reconstructed images are shown in Figure 4. Obviously the L1-PCA has a higher

tolerance to the noises in the digits. We also check the reconstructed images for the

third outlier digit 4. From the picture we can see the standard PCA tried to model the

outliers, so the reconstructed image is more “right”, however the model built using the

L1-PCA algorithm sticks to the class 5 and the information from the outliers is almost

ignored in the model learning procedure. And the model tries to explain the outliers in

the same class.

Comparison between Student-t PCA and L1-PCA4: The student-t noise model has

attracted a great deal of interests in recent years (Peel and McLachlan, 2000; Khan

and Dellaert, 2004; Ridder and Franc, 2003; Archambeau et al., 2006). The student-t

distribution can be also decomposed into a superposition of infinite number of Gaussian

4We implemented Student-t PCA following the algorithm in (Khan and Dellaert, 2004).
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(a) The first three principal components from the standard PCA
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(b) The first three principal components from the standard

PPCA
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(c) The first three principal components from the L1-PCA

Figure 3: The experimental results for PCA and L1-PCA
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Figure 4: The reconstructed images from corrupted sample, non-corrupted and outlier

samples. The first row shows three examples of original digits of corrupted, outlier and

non-corrupted; rows 2 and 3 give the reconstructed images from the standard PCA and

PPCA respectively; the fourth row shows the corresponding reconstructed images from

the L1-PCA algorithm, all with the first three principal components.
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in which the precision of Gaussian is specified by a Gamma distribution, while in our L1

case the precision is controlled by an inverse Gamma distribution.

Using the same training dataset, we compared the Student-t PCA and L1-PCA from

another aspect. We consider both algorithms as dimensionality reduction techniques.

We run both algorithms under the same initial conditions with d = 6, that is, to extract

6 components. We visualized results by showing the first two components in Figure

5. From Figure 5(b), we can see that noised data are significantly separated from the

main data and the outliers are away from the center of the main data (this is good for

clustering data). However in this experiment the Student-t PCA does not perform well

as assumed to be, see 5(a). Of course, a lot of reasons may be behind this. L1-PCA is

more flexible than the Student-t PCA in the sense that the covariance of approximate

Gaussian at each point in L1-PCA EM algorithm is diagonal along each dimension while

a uniform precision for all dimension is applied in student-t EM algorithm, see (Khan

and Dellaert, 2004). The computational complexity of two algorithms are comparative,

however in our experiment we did observe the iterative speed for L1-PCA is much quicker

than that for the Student-t PCA. Unfortunately it is intractable to calculate the lower

bound of likelihood in the L1-PCA EM algorithm as it involves computing the expection

value of log β under the Generalized Inverse Gaussian distribution. Although one may

use sampling techniques, that will slow the iterative procedure.

Finally we would like to report the reconstruction errors here. The mean square

reconstruction errors for all the training data are, respectively, 49.8099 (PCA), 49.8103

(PPCA), 48.2110 (Student-t PCA) and 47.8802 (L1-PCA).
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PCA

Figure 5: The circled points represent six corrupted digits and three outlier digit 4s, and

other points are training digits 5

5 Conclusions

Many probabilistic models largely rely on a Gaussian assumption. In practice, however,

this crude assumption may seem unrealistic as the resulting models are very sensitive to

non-Gaussian noise processes. A possible approach is to employ kinds of non-Gaussian

distribution especially heavy-tailed distributions such as L1 Laplacian densities.

In this paper, we have shown that the robust version of L1-PCA can be constructed

and solved under the framework of general variational Bayesian learning and inference.

Recently, an increasing number of works have used a similar approach in other context

(Peel and McLachlan, 2000; Archambeau, 2005) where the student-t distribution are

used to lower the effect of outliers. As a result, the lower-dimensional latent subspace is

recovered with a higher confidence.
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In order to find tractable solutions for the model parameter in L1-PCA, we express

the L1 Laplacian distribution as a superposition of infinite number of Gaussian with

precisions controlled by another distribution. Doing so enables us to employ the varia-

tional approximate to posterior density of all the uncertainty involved with the model.

The algorithm has been designed based on the variational version of EM scheme. The

approach works well on several illustrative examples and practical examples. Of course,

the models could be further tested on other real world data sets. Future work includes

the extension of the L1 scheme to our Twin Kernel Embedding algorithm for the purpose

of nonlinear dimensionality reduction or embedding of non-vectorial data objects (Guo

et al., 2006).
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